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[The manufacturer] intends only his own security; and by directing that industry in 

such a manner as its produce may be of the greatest value, he intends only his own 

gain, and he is in this, as in many other cases, led by an invisible hand to promote an 

end which was no part of his intention. Nor is it always the worse for the society that 

it was no part of it. By pursuing his own interest he frequently promotes that of the 

society more effectually than when he really intends to promote it. 

Adam Smith (1723-1790), writing in The Wealth of Nations (1776) 

 

Even Adam Smith, the canny Scot whose monumental book, "The Wealth of Nations" 

(1776) , represents the beginning of modern economics or political economy - even he 

was so thrilled by the recognition of an order in the economic system that he 

proclaimed the mystical principle of the "invisible hand": that each individual in 

pursuing his own selfish good was led, as if by an invisible hand, to achieve the best 

good of all, so that any interference with free competition by government was almost 

certain to be injurious. This unguarded conclusion has done almost as much harm as 

good in the past century and a half, especially since too often it is all that some of our 

leading citizens remember, 30 years later, of their college course in economics. 

Paul Samuelson (1915-2009), writing in Economics (1948) 
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How to use this resource 
 

Who is it for? 

Students sitting the 2017 Economics B advanced level examination, and their teachers. The resource 

is designed to assist students specifically with Paper 3. For this paper, pre-release material is issued 

each November and Paper 3 will require students to apply the pre-release information across the 

specification they have studied over the previous two years. This year, the title of the pre-release 

material is Government Intervention and Market Failure in the UK. 

What principles lie behind it? 

This Case Study looks in depth at those parts of the specification directly connected with market 

failure and government intervention. Following the pre-release material, it examines each main cause 

of market failure and then describes and evaluates potential government solutions. 

So how do I actually use it? 

Each of the main chapters contains enough material (and questions) for at least three or four hours 

work, either in a class room context or for private study – or a combination of the two.  They are not 

lesson plans, but contain all the background material teachers need to create their own lesson plans.  

The Case Study assumes some basic knowledge of the course contents on the part of students. 

Chapter 1 provides a background to the concept of market ‘success’ and therefore what we mean by 

market failure.   

 

Chapter 2 considers those goods which generate external costs and also demerit goods, both of which 

result in over-production. 

 

Chapter 3 considers those goods which generate external benefits and also merit goods, both of 

which result in under-production 

 

Chapter 4 looks at the special case of public goods, all of whose benefit is external. 

 

Chapter 5 considers firms which are in a position to exert some monopoly power, and therefore use 

this power to raise profits and reduce output below the allocatively efficient level. 

 

Appendix 1: provides a table summarising market failure and possible government responses.   

 

Appendix 2: provides questions for thought and discussion together with suggested answers for each 

chapter. 

 

Accompanying CD: contains all the work with the exception of the appendices. The CD comes with 

a licence to use the work within the purchasing institution.  

Do I need anything else? 

You need the pre-release material.   

Gerald Wood   1
st
 January 2017 
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Chapter 1 Introduction: what is market success? 

Before we examine how and why markets fail, and how the government might intervene to correct market 

failure, we need a clear idea of what precisely is meant by ‘market failure’. The best starting point for this 

enquiry is first to examine what we mean by ‘market success’.  This is a core component of the Economics B 

specification that students have been studying since September 2015. In Theme 1, the discussion begins with 

the basic economic problem of scarcity (specification reference 1.1.1) before the central section on demand, 

supply, price determination and the price mechanism (1.3.1-4) explains how markets work to generate benefits 

for producers and consumers alike. In this opening chapter we shall discuss these benefits. Only when these 

are properly understood can we then proceed to a discussion of the many and various ways in which markets 

fail to live up to their promise, and the extent to which governments may effectively overcome these failures. 

1.1 The laws of supply and demand 
The place to begin this examination of market success is with the laws of supply and demand. Regardless of 

the product in question, a higher price will reduce customer demand while a lower price will increase it.  

Other things equal, consumers will always prefer a lower price to a higher one.  At the higher price, some 

consumers will stop buying altogether while others will cut back on their purchases so the overall effect is that 

fewer goods will be bought. This leads to the downward-sloping demand curve with which students will be 

familiar, a curve which shows that as price – the independent variable on the y-axis – rises, so demand for the 

product will inevitably fall. 

Looked at from the point of view of the companies involved in the industry, the opposite set of considerations 

apply: firms will always prefer a higher price to a lower one.  If the market price falls, then some firms will 

produce less, turning their attention to other, more profitable, product lines. And some firms will quit 

altogether deciding that the potential profits are now too low to make the enterprise worthwhile. So the overall 

effect is that less is supplied in total. His leads to the upward-sloping supply curve, which shows that as price 

– once again the independent variable on the y-axis – falls, so the quantity of the product supplied also falls. 

These so-called laws of supply and demand are generic, that is they work for a wide variety of industries in 

every place and at every time.  This is what makes them so powerful: a few very simple ideas provide a way 

of understanding markets of every description, anything from a roadside fruit and vegetable market in a less 

developed country to an online stock exchange which trades shares in a fraction of a second. Virtually any 

competitive market can therefore be represented by Figure 1.1 below: 

  
Demand curves and supply curves 

may be drawn in a variety of 

different shapes. The key point is 

that demand curves will always 

be downward sloping and supply 

curves will always be upward 

sloping. 

Students will know from Year 12 

that steeper demand (or supply) 

curves indicate less price elastic 

demand (or supply) – and vice 

versa. 
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Once we have an upward-sloping supply curve and a downward-sloping demand curve then the two curves 

must intersect. The price at which they intersect is known as the ‘equilibrium price’ which in our diagram is 

P1. Why is it called the ‘equilibrium’ price? If it was any higher, then supply would be greater than demand so 

firms would have unsold stocks of goods forcing them to reduce the price.  If the price was any lower demand 

would be greater than supply creating a shortage: firms would be able to exploit the fact by increasing the 

price. Only at price P1 is there no pressure for the price to rise or fall. It is therefore at a state of rest, in other 

words ‘in equilibrium’. Furthermore, at price P1 the quantity demanded is Q1, as is the quantity supplied. So 

there is no pressure for this quantity to change either, which is why it is called the ‘equilibrium’ quantity. 

1.2 Productive efficiency 
Now this equilibrium P1Q1 has many benefits.  For a start there will be no surpluses of unsold goods going to 

waste nor will there be any shortages which would lead to dissatisfied customers. But on top of this, the firms 

are likely to be producing their goods at minimum unit cost – in other words they will be productively 

efficient. Why is this? Because the more efficient, lower cost firms will make larger profits than their less 

organised rivals. The share prices of the efficient firms will rise while that of the disorganised firms will fall. 

Eventually the less efficient firms will be taken over by the better managed firms, or will go out of business 

altogether. 

This is the business equivalent of “survival of the fittest” in the natural world. The invisible hand of the free 

market rewards companies who offer better value so the quality and value-for-money of the whole industry 

rises. In terms of our diagram, the supply curve is as low as it can possibly be as companies are in a never-

ending race for survival, of finding ways to make their goods and services cheaper and better. 

In other words, competitive markets work in that they are ‘productively efficient’. By consuming minimum 

inputs we are able to produce as many goods and services – outputs – as possible 

1.3 Allocative efficiency 
However, the success of free markets lies not only in their ability to produce an enormous range of goods and 

services at every level of quality at the lowest possible prices but also in the proportions of each good and 

service that get produced.  The invisible hand of the free market operates so that goods that become more 

popular with consumers (or cheaper to make and therefore more popular with producers) experience an 

increase in their equilibrium quantity. This is illustrated in Figure 1.2 and Figure 1.3 below: 

 

 

 

 

 

 

 

 

 

In Figure 1.2 on the left, the good in question has become more popular due to a change in one of the non-

price determinants of demand. Perhaps tastes have moved in its favour, or consumer incomes have risen 

(assuming it is a ‘normal’ good with a positive income elasticity of demand), or competing substitutes have 

become more expensive or complementary goods have become cheaper. For whatever reason, the demand 
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curve has shifted outwards to the right and as a result the equilibrium quantity has increased from Q1 to Q2. 

Now more resources will be allocated to making this newly-popular product. Of course, should the good 

become less popular then the demand would shift inwards to the left and resources would move out of this 

industry as firms quit this market to try their luck elsewhere. 

In Figure 1.3 on the right, we see a similar end result: the industry gets bigger. But in this case, the industry 

expands because it has become cheaper to make the products: costs have fallen shifting the supply curve 

downwards and outwards.  Given that these products can now be made so much more cheaply it is not 

surprising that consumer want to buy more of them at their new, lower prices. Once again, the industry 

expands to take account of more favourable conditions as the equilibrium quantity increases from Q1 to Q2. 

Of course, should the costs of production rise then the supply curve would shift upwards and inwards to the 

left and the equilibrium quantity would fall. 

1.4 Achieving allocative efficiency: maximising the net benefit to society 
Now it can be shown that the equilibrium quantity generated by the interaction of demand and supply is, under 

certain circumstances, exactly the right size to maximise the rewards that society gains from the operation of 

the industry. This is what it means for an economy to be ‘allocatively efficient’. Bearing in mind consumers’ 

relative demand for different goods, and bearing in mind their relative costs of production; we want our 

various goods and services to be produced in their optimal proportion. Productive efficiency is not enough on 

its own. While we want our goods to be produced at minimum cost, we also want them to be produced in the 

correct ratios so that the benefit we get from them, limited as we are by scarce resources, is as big as it can 

possibly be. In order to demonstrate the way that the free market produces this result, we need to look more 

closely at what precisely determines the supply and demand curves in every industry.   

Note: The following analysis goes beyond what is required in the Economics B advanced level course but it 

will give you a deeper insight into why markets work so well in many circumstances, and therefore a deeper 

understanding of what market failure really means. 

1.4.1 The demand curve equals the marginal benefit curve 

The demand curve itself is simply a reflection of the additional benefit that consumers get from the last unit 

produced. This additional benefit is known as the ‘marginal benefit’ (MB).  Suppose, for example, that the 

typical consumer in Britain would be prepared to pay £200 to have one pair of shoes rather than none at all.  

Having acquired this first pair he might only be prepared to pay £175 for a second pair, £150 for a third, £125 

for a fourth, £100 for a fifth and £75 for a sixth.  This pattern of constantly falling marginal benefit follows the 

Law of Diminishing Marginal Benefit, which states that successive units of consumption of the same good 

give progressively less additional benefit. 
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His ‘MB curve’ would then look like Figure 1.4, above left.  However, what we are really interested in is the 

MB curve of all the households in the UK market for footwear.  This will simply be a scaled-up version of the 

typical household MB curve.  We can illustrate this by having a scale on the x-axis measured in millions 

rather than in single units, as shown in Figure 1.5, above right. 

Now it can be shown that this household MB curve in Figure 1.4 is also the household demand curve for 

shoes.  Look at it this way. If the price of a pair of shoes was, say, £125, then it would make sense to buy the 

first, second, third and (just about) the fourth pair, because each of these pairs you value at or above the price 

charged. But by the same token it would make no sense to buy the fifth or subsequent pairs that you value at 

less than the price charged. So the single curve tells you a) that the MB of the fourth pair is £125, and b) if the 

price of shoes is £125 then the household demand is for four pairs. And of course exactly the same reasoning 

applies to all other possible price levels for shoes. We may therefore derive the demand curve from the MB 

curve as shown in Figure 1.6 below.  

 

 

 

 

 

 

 

 

1.4.2 The supply curve equals the marginal cost curve 

Now let’s look at the situation from the point of view of the companies supplying shoes. If demand for shoes 

is low then only the most efficient (i.e. lowest cost) companies will survive.  If demand then grows this will 

generate an opening for less efficient producers, perhaps operating in a niche market where they avoid direct 

competition. But their costs will be higher so the rate at which industry costs increase (i.e. the marginal cost) 

will rise.  This gives rise to an upward-sloping marginal cost curve as shown in Figure 1.7 below.  

 

 

 

 

 

 

 

 

  

The chain of reasoning applies both to the 

individual household demand curve and 

also to the complete market demand curve 

for footwear in the UK, which is the one in 

which we are primarily interested. 

So, depending on the scale on the x-axis, 

Figure 1.6 could represent either the 

household or the market demand curve. As 

it is drawn here with a scale of millions it is 

the market demand curve. 

We might expect there to be relatively 

little difference in the costs of different 

shoe manufactures so the marginal cost 

(MC) rises at a much slower rate than 

the MB falls. 

This explains why the MC curve 

normally has a shallower gradient than 

the MB curve. However, often the 

diagram may be simplified to show both 

curves with the same overall slope as is 

shown on other diagrams. 
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Now in a neat parallel with the MB curve and the demand curve, it can also be shown that this MC curve is 

the supply curve for shoes.  Suppose typical shoes sold for £125. The companies that could produce these 

shoes for £125 would stay in the market while the others would leave – or never enter in the first place. So 

once again a single diagram gives us two bits of information. On the one hand, if 4 (million) pairs of shoes are 

produced the additional cost of producing the last pair will be £125. But equally, if the price at which typical 

shoes sell is just £12               5, then 4 million pairs will be supplied. 

We may therefore derive the supply curve from the MC curve as shown in Figure 1.8 below.  

 

 

 

 

 

 

 

 

 

 

By combining Figure 1.6 and Figure 1.8b we arrive at a more detailed version of the supply-and-demand 

diagram with which we started out in Figure 1.1. This version is shown below in Figure 1.9.  

 

 

 

 

 

 

 

 

1.4.3 The area under an MC curve = the total cost, and the area under an MB curve = the total 

benefit 

We are not finished with our analysis quite yet. But before we proceed further, we need to illustrate that the 

area under any ‘marginal’ curve (whether marginal benefit or marginal cost) will give its ‘total’ value (i.e. 

total benefit and total cost respectively). 

This can best be illustrated by looking at the typical consumer’s demand for shoes back in Figure 1.4. At £125 

he buys four pairs.  He valued the first pair at £200, as shown by the area of the first vertical bar in Figure 1.4, 

Figure 1.8a on the left is 

the same as Figure 1.7 

but with the supply curve 

added in. 

Figure 1.8b on the right 

shows how this diagram 

would typically be 

sketched in simplified 

form e.g. in an 

examination setting. 

There is quite a journey 

between the simple supply 

and demand diagram of 

Figure 1.1 and the more 

detailed diagram alongside. 

But the journey is worth it! 

Only now are we in a 

position to understand just 

how powerful the ‘invisible 

hand’ of the free market 

really is. 
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which has an area of 1 x £200 = £200. Following this line of reasoning, the value of the second pair to the 

consumer equals the area of the second bar at £175. Then the area of the third bar at £150 shows the value of 

the third pair, and the area of the fourth bar at £125 shows the value of the fourth pair. Now the total benefit of 

having four pairs of shoes is the additional benefit you get from having one pair rather than none; plus the 

additional benefit you get from having two pairs rather than one; plus the additional benefit of having three 

pairs rather than two – plus the additional benefit of having four pairs rather than three. In other words, the 

total benefit to the consumer from having all four pairs of shoes is £200 + £175 + £150 + £125 = £650. This 

total benefit equals the area under the MB curve up to four pairs of shoes.   

Likewise, a similar chain of reasoning shows that the area under an MC curve equals the total cost of 

production.  

1.4.4 What’s so special about the ‘equilibrium quantity’? 

We are now in a position to show that the net benefit society will obtain from footwear manufacturing will be 

greatest if four million pairs of shoes are produced – neither more nor less. Our starting point is Figure 1.10 

below, which is derived from our previous diagram: 

  

 

 

 

 

 

 

 

 

 

 

Consider for a moment what would happen if four million pairs of shoes were produced, in other words the 

equilibrium quantity. The total benefit would get from these shoes would be the area under the marginal 

benefit (MB) curve up to the point 4 million, in other words Area (a+b+c) in the above diagram. The total cost 

of providing these shoes would be the area under the marginal cost (MC) curve up to the point 4 million, in 

other words Area c. This leaves society with a net benefit (i.e. total benefit minus total cost) of Area (a+b).  

At the same time none of the pairs of shoes beyond 4 million have been produced – and this is just as well. 

Additional pairs of shoes beyond 4 million would actually create a welfare loss. As marginal benefit continues 

to fall and marginal costs continue to rise, any more pairs would actually add more to costs than they would to 

benefits. So if producing more than 4 million shoes would lead to an allocatively inefficient outcome, what 

about producing fewer? Once again, it can be shown that the net benefit to society would shrink. In terms of 

the above diagram some of the net benefit (i.e. Area a+b) would be missing at lower output levels. 

Striped area 

(a+b) equals 

excess of total 

benefit over 

total cost as 

output rises 

towards 4 

million 

Hatched area 

equals excess of 

total costs over 

total benefits 

beyond the 4 

million mark 
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1.4.5 The most useful diagram in economics 

A simplification of the above diagram is a tremendously powerful way of illustrating a large number of key 

economic concepts. Figure 1.11 below focuses on what happens when a competitive market is in equilibrium: 

 

 

 

 

 

 

 

 

 

These three areas, a, b and c can be used to illustrate a remarkable number of key economics ideas. First of all, 

let’s look at the diagram from the point of view of the companies operating within it. Area (b+c) represents P1 

x Q1 (Price x Quantity) in the industry. You will be familiar with this as the total revenue (or turnover) that 

the firms in the industry generate from their sales. Now we already know that Area c represents the total costs 

of producing Q1 units of output – the equilibrium quantity.  This means that Area B is total revenue (b+c) 

minus total cost (c) – in other words it is equal to the profits that all the firms in this industry make. 

Sometimes in this diagram the profit is called ‘producer surplus’ but it means exactly the same thing. 

Now look at the diagram from the consumers’ point of view. They buy Q1 units which gives them a total 

benefit of Area (a+b+c), in other words the area under the MB curve. However, they have to pay the firms 

their turnover of Area (b+c). This leaves them with a net gain of Area a, a gain which is known as ‘consumer 

surplus’.  

Finally, let’s return to our earlier discussion and look at the diagram from the point of view of society as a 

whole. The industry generates a total benefit of Area (a+b+c) at a total cost of Area c, which leaves a net 

benefit to society of Area (a+b). As we have already seen, this net benefit is divided up between producers, 

who make the profits of Area b, and consumers who make a consumer surplus of Area a. 

In conclusion, this final diagram demonstrates the fundamental success of free markets. If firms seek their 

own interest in maximising their profits and consumers seek their own interest in maximising their consumer 

surplus then without any government intervention the industry will automatically move to the size (Q1) at 

which size the net benefit to society is maximised. The industry will be allocatively efficient. As Adam Smith
1
 

realised back in 1776 in his book The Wealth of Nations, 

[The manufacturer] intends only his own security; and by directing that industry in such a manner as its 

produce may be of the greatest value, he intends only his own gain, and he is in this, as in many other cases, 

led by an invisible hand to promote an end which was no part of his intention. Nor is it always the worse for 

the society that it was no part of it. By pursuing his own interest he frequently promotes that of the society 

more effectually than when he really intends to promote it. 

                                                      
1
 https://en.wikipedia.org/wiki/Adam_Smith  

Compare this 

diagram with Figure 

1.1 and Figure 1.9 to 

remind yourself how 

we have built up to it. 

The analysis here 

works for any 

competitive market in 

the absence of the 

market failures that 

we shall discuss in 

the other Chapters.  

At output level Q: 

Area a+b+c = total 

benefit to consumers 

Area c = total cost to 

producers 

Area a+b = net benefit to 

society 

Area b+c = total revenue 

= consumer spending 

Area a = consumer 

surplus 

Area b = profit/producer 

surplus 

https://en.wikipedia.org/wiki/Adam_Smith
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1.5 Market success and market failure 
In conclusion, markets succeed where they generate productively and allocatively outcomes. All industry’s 

goods are produced at the minimum possible cost (given their quality) and each industry is of such size that 

the net benefit to society is maximised. Goods are produced up to the point at which the rising additions to the 

costs of the manufacturer are just equal to the falling additional benefits to the consumer – and no further. 

For the rest of this Case Study we now turn to the many exceptions to this happy outcome, to circumstances in 

which markets fail.  Each chapter will look at one main reason for market failure, consider which industries 

the market failure might apply to, and discuss possible government remedies. The number of industries 

experiencing significant market failure is substantial, so much so that ‘market success’ may come to be seen 

as the exception rather than the rule. Paul Samuelson, an economist writing in 1948, was aware of this danger: 

Even Adam Smith, the canny Scot whose monumental book, "The Wealth of Nations" (1776) , represents the 

beginning of modern economics or political economy - even he was so thrilled by the recognition of an order 

in the economic system that he proclaimed the mystical principle of the "invisible hand": that each individual 

in pursuing his own selfish good was led, as if by an invisible hand, to achieve the best good of all, so that any 

interference with free competition by government was almost certain to be injurious. This unguarded 

conclusion has done almost as much harm as good in the past century and a half, especially since too often it 

is all that some of our leading citizens remember, 30 years later, of their college course in economics.
2
 

The market failures we shall consider are summarised below. Each market failure results in either over-

production or under-production and therefore results in a less net benefit than would be possible if the industry 

produced at a different output level. 

Chapter 2 looks at markets where the supply curve fails to reflect fully all the costs of production and 

consumption, and the industry therefore over-produces. 

Chapter 3 looks at markets where the demand curve fails to reflect fully all the benefits of consumption and 

the industry therefore under-produces. 

Chapter4 looks at the extreme case where a valuable industry nevertheless generates hardly any benefit to 

individual buyers, and the industry therefore produces no output at all. 

Chapter 5 looks at markets where there is little competition and therefore no supply curve, leading once again 

to under-production. 

 

                                                      
2
 Paul Samuelson, 1948, quoted in https://en.wikipedia.org/wiki/Invisible_hand  

https://en.wikipedia.org/wiki/Invisible_hand

